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Abstract—Every industry generates large volumes of unstruc-
tured user feedback containing valuable signals such as recurring
frustrations, unmet needs, and hidden patterns. Large Language
Models (LLMs) represent a promising approach to extracting
these insights at scale, but no standardized benchmark currently
exists for evaluating LLM performance on structured pain point
extraction from real-world feedback data. This paper presents
a systematic, multi-dimensional benchmark of ten state-of-the-
art LLMs, using software reviews as the testing domain. The
evaluation covers a dataset of 12,000 records drawn from four
distinct sources: G2, Capterra, the Apple App Store and Google
Play Store, and Reddit. We introduce a two-metric evaluation
framework combining F1 scoring against a 900-record human-
validated gold standard supported by 7,920 swipe judgments,
with a novel inter-model semantic agreement metric applied
across the full dataset. Results show that model accuracy and con-
sistency are largely independent dimensions, that performance
drops significantly on informal conversational data compared
to structured review content, and that cost efficiency varies by
more than an order of magnitude across models. These findings
provide the first systematic evidence base for LLM selection in
production pain point extraction pipelines, with an evaluation
framework designed to extend to any domain where humans
express problems in natural language.

Index Terms—Ilarge language models, pain point extraction,
software feedback, benchmark evaluation, natural language pro-
cessing, information extraction, F1 score, semantic similarity,
market intelligence

I. INTRODUCTION
A. The Problem Domain

Modern software companies depend heavily on understand-
ing what their users actually think. Platforms like G2 and
Capterra host millions of software product reviews, while the
Apple App Store and Google Play Store collect consumer
feedback at a massive scale. Community platforms like Reddit
add to this with informal discussion where users talk freely
about software problems they run into every day [21]], [32].

Together, these sources contain some of the most valuable
real-world data available to product teams and entrepreneurs.
A single software category on G2 can have thousands of
reviews across hundreds of competing products, while rele-
vant subreddits accumulate years of honest discussion from
practitioners who use these tools in real work environments.
This creates a major opportunity to automatically extract
what researchers call pain points: specific, recurring user
frustrations that signal unmet needs, product weaknesses, or
gaps in the market [21f], [32].
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The challenge is that this data is hard to work with.
User feedback is unstructured, meaning it does not follow a
consistent format. Different users describe the same problem
in completely different ways. The data also contains a lot of
noise, including irrelevant content, spam, and off-topic posts.
And the sheer volume of it makes manual analysis completely
impractical for any real organization.

B. The Automation Opportunity

Large Language Models offer a promising way to automate
the extraction of pain points from user feedback at scale.
Recent frontier models from Anthropic, OpenAl, Google, and
xAl have shown strong abilities in understanding language,
following detailed instructions, and producing structured out-
put [1fl, [10], [27]. These capabilities line up well with what
pain point extraction requires: reading through messy text,
finding specific complaints, and returning organized, structured
information.

The business case for this kind of automation is significant.
Startup founders, product managers, and market analysts all
need fast and reliable access to synthesized user feedback [20],
[21]. Automating this process with LLMs could cut analysis
time from weeks down to minutes, and make it possible to
analyze entire software market categories at once.

Despite this opportunity, one important question has not
been answered in the research literature: which LLMs are
actually best at this task, and how much do they cost to run?

C. The Scientific Gap

Current LLM evaluation methods do not address this ques-
tion. The most widely used benchmarks test models on
question answering [13]], math reasoning [41], and instruction
following [19]]. These benchmarks are useful for measuring
general model capability, but they share a core limitation: they
test models on clean, controlled tasks that were specifically
designed for evaluation purposes. They do not reflect what
real-world user feedback actually looks like, which is messy,
inconsistent, and full of context that models need to infer.

This matters in practice. A model that ranks highly on
MMLU [13] might still perform poorly on structured pain
point extraction from actual review data. Without task-specific
evaluation, there is no scientific basis for choosing which
model to use for this kind of work.

All rights reserved.


https://bigideasdb.com

F. Contributions

This paper makes the following contributions to the litera-
ture:

1) We introduce the rst systematic, multi-source bench-
mark for LLM evaluation on structured software pain
point extraction, covering 12,000 records across four
heterogeneous source types.

2) We propose a two-metric evaluation framework com-
bining F1 scoring on labeled data with inter-model
semantic agreement scoring on unlabeled data, enabling
consistency measurement at scale without exhaustive
human annotation.

Fig. 1. End-to-end evaluation pipeline. Records from four sources (G2: 3) We prowde a compr_e_henswe ?QSt-ef ciency analySlS
3,984, Capterra: 3,186, App Store: 3,186, Reddit: 1,644) are stratied into ~ @Cross ten models, giving practitioners a way to com-

a 12,000-record benchmark dataset. A 900-record gold standard is produced pare performance per dollar for production deployment
from approximately 890 pain point cards receiving ve or more human swipe decisions

judgments across a 70-day validation study. Ten models run in parallel. F1
(60%) and agreement (40%) combine into a nal composite score. 4) We document the performance drop that all models show

on conversational user feedback compared to structured
review content, identifying informal language as the
There is also the question of consistency at scale. A model  primary challenge for this extraction task.
might perform well on a small labeled test set while producing 5) We show empirically that F1 accuracy and inter-model
erratic results when run across thousands of unlabeled records. agreement are largely independent performance dimen-
No existing benchmark provides a way to measure this without  sjons, and that neither metric alone is enough to fully
labeling all the data by hand. Finally, model pricing varies by  evaluate model behavior in a production extraction
more than an order of magnitude across frontier and open- pipeline.
source options as of 2026, making cost analysis essential fofrhe rest of this paper is organized as follows. Section

any real deployment decision. Il presents the research question, hypotheses, and variables.
D. Scope and Motivation Section Il describes the methodology. Section IV presents

: . . results. Section V discusses the ndings. Section VI covers
This study came directly from a personal experience. Aft‘ﬁﬁnitations and future work. Section VII concludes.
spending approximately two hours manually reading throug

G2 and Capterra reviews looking for startup opportunities, thd. RESEARCH QUESTION, HYPOTHESIS, AND VARIABLES
process produced only a single validated pain point. A pal Research Question

point is de ned here as a speci c user frustration that was
independently described by at least ten different users. T?i -
experience made the core problem clear: validating a sing'le '
idea manually requires cross-referencing complaints across

huge numbers of independent sources, which is not realistic

at scale.

This study evaluates ten large language models spanning
frontier closed-source systems, mid-tier commercial models,
and open-source alternatives. All models were tested against . ) ] o
a 12,000-record dataset drawn from four source types. Thel hree sub-questions guide the investigation:
evaluation uses two metrics: F1 scoring against a human-l) Do frontier closed-source models (e.g., Claude, GPT-
validated gold standard to measure accuracy, and a novel 5.4) achieve signi cantly higher F1 extraction accuracy
inter-model semantic agreement metric to measure consistency than open-source alternatives (e.g., Llama 3.3, Mixtral

This study addresses the following primary research ques-

How accurately and consistently can large lan-
guage models extract and classify structured pain
points from large-scale, unstructured, multi-source
user-generated software feedback, and how does
performance vary across model architectures, data
sources, and cost tiers?

across the full dataset. 8x7B) when evaluated against a human-validated gold
standard?
E. Problem Statement 2) Does inter-model semantic agreement, measured via

There is currently no standardized, scienti cally validated cosine similarity to an ensemble centroid across 12,000
method for evaluating how well large language models can  unlabeled records, correlate with F1 accuracy, or do
extract and structure pain points from large-scale, unstruc-  the two metrics behave as independent performance
tured software feedback data. This gap makes it dif cult for dimensions?
practitioners to make informed model selection decisions and3) Which models achieve the highest cost ef ciency, de-
limits what the research community understands about LLM ned as nal composite score per dollar spent per 1,000
performance on applied, real-world NLP tasks. records processed?
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B. Hypotheses

1) Primary Hypothesis: Frontier closed-source models
from Anthropic [1] and OpenAl [27] will achieve higher F1
scores on structured pain point extraction than smaller or
open-source alternatives [24], [26]. This is based on the well-
documented relationship between model scale, instruction-
following ability, and structured output quality shown in prior
evaluation work [13], [20], [38]. Frontier models are expected
to better identify implicit pain signals, stay consistent with
the required output format across different input styles, and
generalize across the varied language found in multi-source
feedback data.

2) Secondary Hypothesis: Models that score higher on F1
accuracy against the 900-record labeled evaluation set will also

TABLE |
BENCHMARK MODEL CONFIGURATIONS

Model Provider Tier $/1k rec.
claude-haiku-4-5 Anthropic Frontier 2.41
claude-sonnet-4-6 Anthropic Frontier 6.56
gpt-5.4-nano OpenAl Frontier 0.48
gpt-5.4-mini OpenAl Frontier 1.61
gemini-3.1- ash-lite  Google Mid-tier 1.20
grok-4-fast XAl Frontier 0.40
deepseek-v3 Together Al Scale 1.16
llama-3.3-70b Groq Open Source  1.05
mixtral-8x7b Together Al Open Source 1.41
kimi-k2 Groqg Open Source  1.20

Final composite score (S): a weighted combination of

show higher inter-model semantic agreement scores across F; and A.
the full 12,000-record dataset. This assumes that genuine Cost ef ciency (E ;): the nal composite score divided

extraction quality produces outputs that are semantically close

by cost per 1,000 records processed.

to what the group of models collectively extracts. If this holds, 3) Controlled Variables: To make sure any performance
it would con rm that inter-model agreement can be used asg&erences are caused only by the model being tested, the

quality proxy when no labeled data is available.
3) Tertiary Hypotheses:

1) Models with stronger reasoning capabilities [19], [41]

will more accurately identify pain points that are stated

indirectly or require context to understand, compared to
models built mainly for speed or low cost.

Extraction accuracy will be higher on structured review

platforms like G2 [9] and Capterra [6] than on conver-

sational platforms like Reddit [33], because review text
is more direct and clearly written [21], [32].

Models that produce more specic and well-organized

outputs will score higher than models that produce vague
or overly general responses [16].

4) Null Hypothesis: There is no statistically signi cant
difference in F1 extraction accuracy between frontier closed-

2)

3)

following parameters were kept the same across all evalua-
tions:

Gold standard: all models were evaluated against the
same human-validated gold standard of approximately
900 records, produced from 7,920 swipe judgments col-
lected from 958 registered validators over a 70-day study
period.

Input dataset: all models were run on the same 12,000-
record strati ed sample, drawn using a xed random seed
of 0.42.

Output schema: all models were required to return
structured JSON with a maximum of two pain points
per record, each containing four elds: pain description,
severity (1 to 5), an evidence quote of no more than 15
words, and a domain category tag.

source and open-source large language models when evaluatedEmbedding model: all embeddings were generated using

on structured pain point extraction from multi-source user-
generated software feedback.
C. Variables

1) Independent Variable: The independent variable is the
large language model used for pain point extraction. Ten

models were selected to cover a wide range of architectures,

training approaches, provider origins, and price points. Table |
summarizes the model con gurations.

OpenAl text-embedding-3-small [29], producing
1,536-dimensional vectors.

Matching threshold: the cosine similarity threshold for
a true positive match was set to = 0:60 for all F1
computations.

Evaluation method: identical scoring procedures were
applied to all model outputs.

D. Evaluation Metrics: Mathematical Formulation

2) Dependent Variables: The following outcomes were 1) F1 Score and Component Metrics: Let TP denote true

measured for each model:

positives, FP denote false positives, and FN denote false

Precision (P): the share of extracted pain points thanegatives. Precision, recall, and F1 score are de ned as:

correctly matched the gold standard.

Recall (R): the share of gold standard pain points that
the model successfully found.

F1 Score (F1): the harmonic mean of precision and recall,
computed on the 900-record labeled evaluation set.
Inter-model semantic agreement (A ): the average co-
sine similarity between a model's output embeddings and
the ensemble centroid across all 12,000 records.

TP
" TP +FP @)
TP
R= TP+EN @
P R
Fi=2 53R (3)
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A model extraction counts as a true positive against a goldFig. 4 shows the implementation of the nal score compu-
standard pain point only if both of the following conditiongation.
are met at the same time: Fig. 5 illustrates how the two metrics combine into the nal

composite score visually.
cos(&,; ep) and d ,=dy (4) _ ) _
) E. Diagram: Matching Algorithm

where g and g, are the embedding vectors of the extracted Fia. 8 sh he full diti hi lqorith d

and gold standard pain points, = 0:60 is the similarity ig. 8 shows the 1ull two-condition matching algorithm use

threshold, and g d, are the domain category tags assignefﬂ)r true positive classi cation.

to each. "
Fig. 2 shows the implementation of this matching algorithm. ) )
2) Cosine Similarity: Text embeddings are compared usifyy Experimental Overview
cosine similarity, which measures how close two vectors areThis study uses a controlled comparative evaluation to
in direction within the embedding space [22], [34]: measure how well ten large language models perform on
AB structured pain point extraction from user-generated software
—_ (5) feedback. The pipeline ran in ve stages: (1) collecting data
kAk kBk from multiple sources via web scraping, (2) storing and sam-
where A B is the dot product of vectors A and B, and pling the data, (3) generating a human-validated gold standard
kxk is the Euclidean norm. The result falls between 0 anlom 7,920 crowdsourced swipe judgments, (4) running all ten
1, where 1 means the two texts point in the same semantiedels under identical conditions, and (5) scoring results using
direction and 0 means they are completely unrelated. Cosi quantitative metrics. Fig. 1 shows this pipeline.
similarity was chosen over Euclidean distance because it is noEvery model received the same inputs, the same prompt,
affected by text length, which matters when comparing paithd was scored using the same method. Any differences in

point descriptions of different sizes [25]. performance are therefore due to the model itself, not the
3) Inter-Model Semantic Agreement: The agreement sc@gperimental setup.

for model i is the average cosine similarity between its output _
embeddings and the ensemble centroid across all N records: Dataset Construction

. METHODOLOGY

cos(A; B) =

R 1) Source Selection: Four source types were selected to
A = 1 cos(e; : e) (6) cover the full range of user-generated software feedback,
N =1 ’ from structured professional reviews to informal community

ddiscussion. Using multiple sources lets us test how well models
handle different writing styles, something that prior LLM
benchmarks have not addressed [20], [38].

1 X G2 [9]: a B2B software review platform with veri ed user

M Eir () reviews across hundreds of software categories. Reviews
=1 include a star rating, written description, and category
with M = 10 models total. Records where all models  tags.

returned empty results were excluded from this computation. Capterra [6]: a software review platform with a struc-
Fig. 3 shows the implementation of the agreement compu- tured pros-and-cons format, making it easy to target

where g, is model i's output embedding for record r, an
er is the ensemble centroid for that record, computed as:

e =

tation. negative user experiences directly.
4) Final Composite Score: The nal score combines both  App Store and Google Play [3], [11]: consumer app
metrics using a weighted formula: marketplaces with short reviews that tend to be emotional
and direct about problems.
S= Fou+@ )A | (8) Reddit [33]: a community forum where users discuss

software experiences in a casual, conversational way. This
source is more challenging because complaints are often
indirect, sarcastic, or buried inside longer threads.

where = 0:60 gives more weight to F1 accuracy because
it is based on labeled ground truth data and is therefore a more
direct measure of extraction quality. The agreement term at

1 = 0:40 adds a Consistency Signa| based on behavior 2) Data Collection: All data was collected using Scraper-
across the full unlabeled dataset. API [36], a web scraping tool that provides structured access
Cost ef ciency is then computed as: to web content. Each source had its own ltering rules to keep
the data high quality.
E = S (9) G2: Only reviews rated 1 to 3 stars were collected, focusing
Ci on real user complaints. Reviews were Itered by minimum

where G is the actual observed cost in USD per 1,00@ngth to remove low-effort submissions. Data was grouped
records, taken from API billing data recorded during thacross approximately 400 software subcategories including
benchmark runs rather than estimated from listed pricing. CRM, analytics, marketing, and project management tools.
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Fig. 2. Python implementation of the two-condition true positive matching algorithm. A model extraction is classied as a true positive if and only if
cos(es;ep) 0:60 AND domain category tags match exactly.

Fig. 3. Inter-model semantic agreement computation. For each record, an ensemble centroid is computed from all 10 model embeddings. Each model's
agreement score is its average cosine similarity to that centroid across all 12,000 records.
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Fig. 4. Final composite score and cost ef ciency computation. Final score weights F1 at 60% and agreement at 40%. Cost ef ciency divides the nal score
by actual observed cost per 1,000 records.

Per-company caps prevented large vendors from dominating TABLE Il
the dataset. DATASET COLLECTION PARAMETERS BY SOURCE
Cgpterra: Reviews required both a pros and cons section.—g Raw Rec.  Subcategories Filter
A minimum length Iter removed surface-level entries. Col- o 12,000 200 catoaon 3 "
lection covered approximately 1,000 software categories. ’ categories length stars,
App Store and Google Play: Records targeted 1 to 2 star Capterra 12,000 1,000 categories  Pros/cons,
reviews, plus longer reviews regardless of rating to capture length
. P 9 . 9 . 9 P . App Store 13,000 250 keywords 1-2 stars or
detailed feedback. Collection was organized around approxi- long
mately 200 to 250 search keywords and app categories. ShortReddit 13,000 200 subreddits Keywords,
or irrelevant reviews were removed. comments
Reddit: Records were pulled using targeted keyword Total 50,000  — —

gueries, grouped across approximately 150 to 200 subreddits
and 200 keyword groups covering developer tools, SaaS prod-
ucts, startup communities, and professional software usei#.sampling to ensure the results can be reproduced. All ten
Both posts and top-level comments were included to get rich@pdels were run on the exact same 12,000-record sample.
context [32]. _
The total raw dataset came to approximately 50,000 recorfds Data Processing and Storage
across all four sources. Table Il summarizes the collectionAll raw records were stored in a centralized PostgreSQL
parameters. database using a consistent schema. Each record was given a
3) Strati ed Sampling: To keep the benchmark manageabl@ique 1D (UUID), a source label, a subcategory group key, a
while maintaining diversity, a stratied random sample ofombined text content eld, and a metadata eld for source-
N = 12;000 records was drawn from the full 50,000-recorgpeci ¢ details. Nothing was changed after a record was
corpus. Strati cation happened at the subcategory level withingested, keeping the raw data intact throughout the pipeline.
each source, so each subreddit, software category, or keywor@he database was split into four schemas matching
group contributed records in proportion to its share of the totdle pipeline stages: benchmark.raw_records for the
data. This prevents any single subcategory from taking ovieitl 50,000-record corpus, gs_sample.records for the
the benchmark. A xed random seed of 0.42 was used fd2,000-record sample, gs_labels.annotations for the
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submit at least one swipe judgment. Of these, approximately
480 were meaningfully active participants who swiped across
multiple sessions, while the remainder participated in a single
session. The remaining 181 users completed signup but did
not participate in swiping.

Each participant lled out a prole covering their role,
experience level, skills, and interests. Table Il shows the
validator demographics. The pool was mostly developers (555,
48.7%) and founders (357, 31.3%), making them well-suited
to judge whether a software pain point was real and worth
solving [15], [18]. The top skills reported were fullstack (583
users), backend (494), and frontend (457). The most common
interest was Saas, reported by 941 of 1,139 users (82.6%).

TABLE IlI
VALIDATOR DEMOGRAPHICS (N =1,139)

Field Value Count
Developer 555

Founder 357

Role Student 102
Other 125

1-2 years 324

Experience New 304
P 5+ years 271
3-5 years 240

25-34 420

Age Range 18-24 321
9 9¢ 35-44 237
45+ 125

3) Validation Interface and Protocol: Each user was shown
20 unique pain point cards per day. The deck reset daily
with new cards. Users swiped right to mark a pain point as
valid and useful or left to mark it as not useful. For left
Fig. 5. Scoring framework showing how F1 accuracy (60% weight, 908wipes, users selected a skip reason from a xed list. This

labeled records) and inter-model agreement (40% weight, 12,000 recorgwipe format has been shown to reduce decision fatigue while
combine into the nal composite scorg & F 1 0:60+A ; 0:40. Cost

efciency E; = S;=C; uses actual API billing data. keeping annotation quality high [37], [39].
In total, 11,208 swipe judgments were collected across all
card types over 70 active days, averaging 160 swipes per day.
gold standard labels, and benchmark.model_outputs Of these, 7,920 swipe actions landed speci cally on pain point
for all model inference results. Keeping stages separate meaasls, the card type used for F1 evaluation. The peak day was
any step can be re-run without affecting the others. January 25, 2026, with 698 total swipes. Of the 2,396 pain
. point cards in the corpus, 2,780 cards across all types received
D. Gold Standard Generation at least one swipe (51.0% coverage). Pain point cards averaged
1) Overview: Instead of using an Al model to creaté3.2 swipes per card with a median of 8 swipes per card.
reference labels, this study used real human validation as Wtee approval rate on pain point cards was 12.2%, producing
gold standard. Over a 70-day period from January 24 to Apepproximately 966 right swipes.
3, 2026, a swipe-based validation platform called BigldeasDB Validators spent an average of 14.2 seconds per swipe
was used to collect judgments from software founders afuhedian 9.9 seconds, after removing 1,073 outliers exceeding
developers on whether extracted pain points were genuinély seconds). Right swipes took meaningfully longer than
useful. Research shows that crowdsourced annotation fréeft swipes (mean 15.9s versus 13.9s), suggesting validators
domain experts produces better labels than Al-generated oeagaged more carefully with content they found useful [15].
for specialized tasks [17], [37], [39]. 4) Rejection Analysis: Of the 9,183 left swipes, 6,175
2) Participant Recruitment: Participants were recruite(67.2%) included a skip reason. The most common reasons
from an audience of over 16,000 software founders amgkre: not interesting (2,270), wrong niche (1,238), too vague
developers through a direct link shared at launch. A toté824), already exists (700), too technical (522), too big (386),
of 1,139 users completed onboarding, with 958 going on &mnd too small (235). The fact that the top reasons were
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“not interesting” and “wrong niche” shows that validatorsStrati ed representation was maintained across all four source
were making real domain-speci ¢ judgments, not just swipintypes.
randomly [17]. 7) Semantic Similarity Matching Against Model Outputs:
5) Inter-Validator Agreement: For the approximately 89@nce the gold standard was ready, model outputs were
pain point cards that received ve or more swipe judgment§épmpared against it using cosine similarity matching as
agreement was measured as the share of swipes in the majdiggcribed in Equation (4). Each model's extracted pain
direction [4]. Average agreement across cards with ve dyoint text and each gold standard pain point text were
more swipes was 84.7% (median 84.6%, standard deviatie@nverted into 1,536-dimensional embedding vectors using
11.7%). Of the 408 cards across all types with suf cient swip@xt-embedding-3-small. A model extraction counted
coverage for agreement computation, 290 (71.1%) react®&ia true positive if the cosine similarity was 0.60 or higher
high consensus at 80% or above. Only 13 cards (3.2%) wé¥dD the domain tags matched exactly. This approach is
contested, meaning they fell in the 40 to 60% range. Agreeeeded because models and humans rarely use the exact
ment was highest for App Store cards (93.3%) and lowesme words to describe the same problem. Embedding-based
for Upwork cards (81.9%). These levels are consistent wigimilarity captures meaning rather than surface-level wording
accepted standards for crowdsourced annotation reliability [422]; [34]-
[37]. Table IV summarizes this by source. Fig. 6 shows the full human validation pipeline.

TABLE IV
INTER-VALIDATOR AGREEMENT BY SOURCE (CARDS WITH 5+ SWIPES)

Source Cards  Avg Agreement  High Consensus
App Store 3 93.3% —
ProductHunt 17 88.5% —
Capterra 148 85.4% 71% of cards
G2 204 84.2% 71% of cards
Upwork 36 81.9% —
Overall 408 84.7% 71.1%

6) Gold Standard Construction via Consensus Scoring: To

. : : S pig ig. 6. Human validation pipeline for gold standard generation. Input: 2,396
turn raw swipe data into binary labels, a majority-vote threSl|§ain point cards extracted from records across six sources. Process: 958

old was applied. A pain point card was marked valid if morgctive validators swiped on 20 cards per day over 70 days, producing 11,208

than 50% of swipes on it were right swipes. Cards below thiglgments with structured skip reasons for left swipes. Output: majority-vote
; ; PR TR PR nsensus labels embedded via text-embedding-3-small at = 0:60

threshold were mark_ed invalid. Majority-vote gggregatlon |s%’r F1 evaluation against model outputs.

standard approach in crowdsourced annotation and produces

reliable labels when the annotator pool has relevant expertiseg) Data Quality Notes: A few data quality issues are worth
[15], [37]. noting [15]. The category eld was null for 76.2% of
Approximately 890 pain point cards received ve or moreards, which limited category-level analysis. Several pro le
swipe judgments, directly supporting the 900-record goldids including location, company size, education, and budget
standard used for F1 evaluation. A further 510 pain poifénge were 100% null because they were not collected during
cards received ten or more independent judgments, providigh@ onboarding ow used in this study. No cards reached
high-con dence consensus labels for a substantial portion ‘@falidated” or “retired” status in the platform database during
the evaluation set. The approval rate on pain point cards wag study period. All cards stayed in “new” or “warming”
12.2%, re ecting a selective validator pool applying genuingtatus, so gold standard labels were derived directly from
domain judgment rather than approving cards indiscriminatedyipe consensus scores. Of the 958 active validators, ap-
[17]. proximately 480 were meaningfully active across multiple
To build the nal F1 evaluation set, each validated cardessions, contributing the majority of the 7,920 pain point
was mapped back to its source record in the 12,008wipe judgments. The remaining validators participated in
record benchmark dataset using the source_table and a single session. The 7,920 swipe actions divided across
source_record_id elds in the card schema. Records  approximately 480 meaningful participants gives roughly 16.5
whose cards had at least ve swipe judgments used tbwipes per active user, consistent with expected engagement
majority-vote consensus label as the ground truth. Recoifds a daily swipe interface [39].
with fewer than ve swipes were excluded to keep labels .
reliable. This procedure produced a nal gold standard & Model Testing Procedure
approximately 900 pain point records for F1 scoring, consis-1) Inference Con guration: All ten models were run
tent with the approximately 890 pain point cards that reachadainst the same 12,000-record dataset under the same condi-
the ve-swipe threshold during the 70-day validation periodions. Each model received the same structured system prompt
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specifying the extraction task, output format, severity scale,4) Run Statistics: Table VI shows the actual results from
and domain tag vocabulary. The prompt was xed at versiadhe benchmark runs, including records processed, errors, total
v1 for every model. No model received any ne-tuning, feweost, and average response time.

shot examples, or extra context. All models used zero-shot

prompting [19] to make sure comparisons were fair across TABLE VI
model families with different training backgrounds. MODEL INFERENCE RUN STATISTICS
2) Output Schema: Each model was required to returri
structured JSON for each record: Model Records Errors Cost (USD) Avg Lat. (ms)
claude-haiku-4-5 12,000 0 28.98 1,510
{ claude-sonnet-4-6 12,003 0 78.69 1,613
T (VSRR gpt-5.4-nano 11,797 0 5.71 1,139
pain_points™: [ gpt-5.4-mini 11,239 0 18.11 970
{ gemini-3.1- ash-lite 9,211 1 11.03 6,947
"pain™: "<description string>", grok-4-fast 12,000 0 4.79 1,064
" e i _ deepseek-v3 11,998 3 13.95 3,203
‘severity™. <integer 1-5>, llama-3.3-70b 12000 0 12.63 730
quote™ "<max 15 word string>", mixtral-8x7b 12,017 1 16.98 2,875
"domain"; "<category tag string>" kimi-k2 11,727 61 14.02 1,460
}
] :
} F. Evaluation Method

A maximum of two pain points were allowed per record, 1) F1 Evaluation on Labeled Data: F1 evaluation was

matching the gold standard cap. Responses with more 4R on the: 900-record gqld stgndard subset. For each_ record,

two were truncated to the rst two. Missing elds werethe model's extra_cted pain pplnts were compared against the

lled with defaults: severity=1, domain="unknown", gold s_tandard pain points using the matchmg procedure from
Equation (4). A match required cosine similarity of 0.60 or

uote="". Empty arrays were accepted as valid responses . ; . .
?ndicating no E)a}t/in poi)r/ns were foun% P higher AND matching domain tags, both at the same time.

3) Parallel Execution and Rate Management: Al embeddlngs were g.enerated using
Models were run in parallel using Python.ste_xt-em_beddlng-3-smal| [29]’_ producing  1,536-
concurrent futures. ThreadPoolExecutor. dimensional vectors. E_mbeddlngs were computed once and
Thread counts were set per model based on each provid8P§hed .Iocally o av0|.d repeated AP gglls. The cost of
embedding all pain point texts was negligible compared to

API rate limits. Table V shows the con guration for each’ '™ -
the inference costs. Precision, recall, and F1 were computed

model. :
both overall and broken down by source to test the tertiary
TABLE V hypothesis about source-level variation.
INFERENCE THREADING CONFIGURATION 2) Inter-Model Semantic Agreement on Full Dataset:
Agreement was computed across all 12,000 records using
Model Provider Threads  Delay (s) Equations (6) and (7). For each record, each model's extracted
claude-haiku-4-5 Anthropic 28 0.15 pain point texts were combined into a single string and em-
claude-sonnet-4-6  Anthropic 16 0.15 bedded. The ensemble centroid was computed as the average
gpt-5.4-nano OpenAl 30 0.10 f all del beddi f h d d h
gpt-5.4-mini OpenAl 20 0.10 of all ten model embeddings for that record. Records where
gemini-3.1- ash-lite ~ Google 30 0.20 every model returned empty results were excluded.
grok-4-fast XAl 30 0.20 The idea behind this metric is simple: if nine models all
deepseek-v3 Together Al 30 0.10 .. . .
llama-3.3-70b Grog 30 0.07 extract similar pain pomts. from the same te>.<t and one quel
mixtral-8x7b Together Al 30 0.20 extracts something very different, the outlier is probably doing
kimi-k2 Groq 30 0.07 something wrong. The group consensus acts as a quality signal

even without labeled data.

All scripts were built to be idempotent. A UNIQUE 3) Final Composite Score and Cost Ef ciency: Final scores
constraint on the combination of (sample_record_id, and cost ef ciency were computed using Equations (8) and (9)
model_name) in the output table meant that restarting awith = 0:60. Actual cost per 1,000 records was taken
script after a crash would pick up from where it stoppetiom the benchmark.run_logs database table rather than
without creating duplicates. All outputs were stored iestimated from listed API pricing. This ensures cost gures
benchmark.model_outputs. re ect what was actually spent, including retries.

If a script detected a billing exhaustion error (HTTP 402) or L
a provider-speci ¢ credit message, it stopped cleanly, logg&dt Reproducibility and Controls
the number of completed and remaining records, and exitedAll pipeline parameters were xed before data collection
with a non-zero status code to signal incomplete executionstarted and never changed. Table VIl lists every controlled

Fig. 7 shows the parallel inference implementation. parameter and its xed value.
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Fig. 7. Parallel model inference runner across six API providers. ThreadPoolExecutor spawns one thread per record, routes to the correct provider SDK,
parses the JSON response, and stores results idempotently to benchmark.model_outputs.

TABLE VI The most important nding in Table VIII is that the most
FIXED EXPERIMENTAL PARAMETERS accurate model and the top-ranked model were not the same.
arametor Eod Value Claude Sonnet 4.6 had the highest raw F1 score of any
model (R = 0:8293) but ranked second overall because its
Eﬁ)“nﬂg{“\l;eseign \91'42 agreement score (A = 0:6891) was the second lowest of all ten
Gold standard source Human validation (480 active validators) Models. Claude Haiku 4.5, on the other hand, had a slightly
Embedding model text-embedding-3-small lower F1 of 0.8176 but ranked rst overall due to a much
Eg‘gﬁgﬂﬁzsﬂggns'ons 02036 stronger agreement score of A = 0:7693. This result shows
Max pain pointsirecord 2 clearly that F1 accuracy and consistency are two different
F1 weight 0.60 things, and looking at only one metric is not enough.
Agreement weight 0.40 The total F1 range across all ten models was 0.2275 points,

Sampling method Strati ed random

from 0.6018 (mixtral-8x7b) to 0.8293 (claude-sonnet-4-6).

This gap is practically signi cant: a production pipeline using

The full pipeline can be reproduced from scratch Witlt”lhe. worst model WO.UId cprrectly nd roughly 27 percentage
%Jnts fewer real pain points per record compared to the best

access to the raw database. All ve stages are implement?% A el

as independent, idempotent scripts that read from and write tj:_ 9 sh th | i ind di d
PostgreSQL, so any stage can be re-run without affecting th 'g. @ shows the nal composite Scores In descending order.

hers. - .
others B. Precision and Recall Analysis

IV. RESULTS Table IX shows precision and recall values alongside F1
scores for each model.

Two clear patterns appear in Table IX. The rst is high

Table VIl shows the nal rankings for all ten models. Eactprecision with lower recall, seen in models like claude-sonnet-
model was evaluated on 900 human-validated records for &6 (P = 0:9115, R = 0:7607) and grok-4-fast (P = 0:7795,
scoring and 12,000 total records for inter-model agreemeR.= 0:7467). These models are selective: when they ag a
The nal composite score weighted F1 at 60% and agreemgggin point, it is almost always a real one. But they miss a no-
at 40%, as de ned in Equation (8). table share of the valid pain points in the gold standard. Claude

A. Overall Model Performance
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TABLE VI
FINAL BENCHMARK LEADERBOARD: ALL TEN MODELS

Rank  Model Provider F1 Precision Recall Agreement Final Score
1 claude-haiku-4-5 Anthropic 0.8176 0.8120 0.8234 0.7693 0.7983
2 claude-sonnet-4-6 Anthropic 0.8293 0.9115 0.7607 0.6891 0.7732
3 gpt-5.4-mini OpenAl 0.6976 0.5955 0.8421 0.8762 0.7690
4 gpt-5.4-nano OpenAl 0.7093 0.6198 0.8290 0.8341 0.7592
5 deepseek-v3 Together Al 0.7306 0.6818 0.7869 0.7764 0.7489
6 grok-4-fast XAl 0.7628 0.7795 0.7467 0.7183 0.7450
7 gemini-3.1- ash-lite Google 0.7395 0.6808 0.8093 0.7526 0.7447
8 kimi-k2 Groq 0.7367 0.7797 0.6981 0.6716 0.7107
9 llama-3.3-70b Groq 0.6621 0.6098 0.7243 0.7743 0.7070
10 mixtral-8x7b Together Al 0.6018 0.5087 0.7364 0.8488 0.7006

Fig. 9. Final composite scores{(S F1 0:60+A ; 0:40) for all ten
models sorted descending. Claude Haiku 4.5 ranks rst despite not having
the highest raw F1, showing how much consistency contributes to the nal
ranking.

TABLE IX
PRECISION-RECALL TRADEOFF BY MODEL

Model Prec. Recall F1
claude-sonnet-4-6 0.9115 0.7607 0.8293
kimi-k2 0.7797 0.6981 0.7367
grok-4-fast 0.7795 0.7467 0.7628
claude-haiku-4-5 0.8120 0.8234 0.8176
deepseek-v3 0.6818 0.7869 0.7306
gemini-3.1- ash-lite  0.6808 0.8093 0.7395
gpt-5.4-nano 0.6198 0.8290 0.7093
gpt-5.4-mini 0.5955 0.8421 0.6976
llama-3.3-70b 0.6098 0.7243 0.6621
mixtral-8x7b 0.5087 0.7364 0.6018

Sonnet's precision of 0.9115 is the highest of any model tested,
meaning 91.2% of its extractions are true positives. However,
its recall of 0.7607 means it fails to surface 23.9% of valid
pain points that were actually present.

Fig. 8. Two-condition true positive matching algorithm. A model extraction 1he second pattern is high recall with lower precision, seen
is a true positive only if cosine similarity between 1,536-dimensional embefh gpt-5.4-mini (P = 0:5955, R = 0:8421) and mixtral-8x7b
dings meets or exceeds = 0:60 AND domain category tags match exactl(P = 0:5087, R = 0:7364). These models extract more pain

Failing either condition alone results in a false positive.

points overall, which means they nd more real ones, but
they also ag a lot of false positives. GPT-5.4-mini has the
highest recall of any model (0.8421) but a false positive rate
of 40.5%, which means its outputs would need extra Itering
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before being used in a real application.

Claude Haiku 4.5 stands out as the most balanced model,
with precision and recall almost equal (P = 0:8120, R =
0:8234). Its F1 of 0.8176 re ects real extraction balance rather
than being good at one thing at the expense of the other.

Fig. 10 shows the precision-recall comparison across all
models.

Fig. 11. F1 score grouped by model and data source. Reddit is the
lowest-performing source for every model without exception, con rming that
informal conversational language is the biggest challenge for this extraction
task.

Fig. 10. Precision and recall for all ten models sorted by F1 descending. The
gap between bars shows the tradeoff between conservative and aggressive
extraction across different model families.

C. Performance by Data Source

Table X breaks down F1 scores by data source for all ten
models, directly testing the tertiary hypothesis that perfor-
mance varies by source type.
The clearest pattern in this entire study is visible in Table X:
every single model scored lowest on Reddit, with no excep-
tions. The average F1 across all models on Reddit was 0.5990, 12. Inter-model agreement scores by model and data source. Claude
which is 20.9 percentage points below the average on CapteiPAEt +6 274 KiTiks show severe soreament colapee or, Reddt (1 =
(0.8083). This pattern held across every model type, providgi,four sources.
and price point, which means the drop is not a model-speci c
problem. It is a property of the data source itself. .
The most extreme example is claude-sonnet-4-6, whith Inter-Model Semantic Agreement
scored 0.9013 on Capterra but only 0.6449 on Reddit, a dropTable XI shows agreement scores for all ten models across
of 0.2564 points for the exact same model on the exact saale12,000 records, broken down by source.
task. On Reddit, its recall fell to 0.5113, meaning it missed Three things stand out in Table XI. First, gpt-5.4-mini had
more than half of the valid pain points that were actually therthe highest agreement score (0.8762) even though it only
Kimi-k2 had the biggest drop of any model relative to itsanked 7th on F1 (0.6976). Its agreement scores were also
structured source performance. It scored 0.8394 on Captanegarly identical across all four sources (0.8700 to 0.8871),
but only 0.5410 on Reddit, a difference of 0.2984 points. Ishowing it was very stable regardless of input type. This con-
recall on Reddit fell to 0.4272, meaning it failed to nd nearlyrms that agreement and accuracy measure different things.
57% of the gold standard pain points in Reddit records. Second, mixtral-8x7b had the second highest agreement
Claude Haiku 4.5 held up the best on Reddit, scoring 0.748ore (0.8488) while producing the lowest F1 score (0.6018).
compared to 0.8783 on Capterra, a drop of only 0.1296 poinlisconsistently extracted outputs that were close to what other
Grok-4-fast was the second most Reddit-robust model withngodels extracted, but those outputs did not match the human-
Reddit F1 of 0.6802, and its Reddit precision of 0.7931 showalidated gold standard. This suggests the model generates
its extractions were still mostly valid even on informal contenplausible-sounding pain points that look similar to what oth-
Fig. 11 shows the source-level F1 results. ers produce but lack the specicity needed to match expert
Fig. 12 shows agreement scores by source, highlighting tiuelgment.
Reddit agreement collapse in claude-sonnet-4-6 and kimi-k2.Third, the two models with the worst Reddit agreement were
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TABLE X
F1 SCORE BY MODEL AND DATA SOURCE

Model Capterra G2 App Store  Reddit
claude-sonnet-4-6 0.9013 0.8966 0.8784 0.6449
claude-haiku-4-5 0.8783 0.8419 0.8202 0.7487
grok-4-fast 0.8033 0.7763 0.7931 0.6802
deepseek-v3 0.8211 0.7439 0.8129 0.5898
kimi-k2 0.8394 0.7790 0.7825 0.5410
gemini-3.1- ash-lite 0.8429 0.7733 0.7860 0.5948
gpt-5.4-nano 0.7692 0.6942 0.7753 0.6206
gpt-5.4-mini 0.7707 0.7181 0.7686 0.5750
llama-3.3-70b 0.7911 0.6337 0.6757 0.5780
mixtral-8x7b 0.6654 0.5654 0.6857 0.5174
Mean 0.8083 0.7622 0.7778 0.5990
TABLE XI

INTER-MODEL SEMANTIC AGREEMENT BY MODEL AND SOURCE

Model Overall  Capterra G2 App Store  Reddit
gpt-5.4-mini 0.8762 0.8750 0.8700 0.8871 0.8720
mixtral-8x7b 0.8488 0.8557 0.8380 0.8555 0.8487
gpt-5.4-nano 0.8341 0.8376 0.8124 0.8477 0.8523
claude-haiku-4-5 0.7693 0.7757 0.7963 0.8136 0.6101
deepseek-v3 0.7764 0.7880 0.7717 0.7739 0.7715
gemini-3.1- ash-lite  0.7526 0.7460 0.7359 0.7978 0.7180
grok-4-fast 0.7183 0.7577 0.7238 0.8012 0.4758
llama-3.3-70b 0.7743 0.7907 0.7400 0.8114 0.7544
claude-sonnet-4-6 0.6891 0.7329 0.7388 0.7702 0.3394
kimi-k2 0.6716 0.7393 0.7117 0.7455 0.3142

claude-sonnet-4-6 (Byqgit = 0:3394) and kimi-k2 (Aeqqit = efciency (E = 0:1179) at $78.69 total, a ratio 15.8 times
0:3142). These scores are far below what both models achiel@der than grok-4-fast, despite only scoring 3.7% higher on
on structured sources, where they scored between 0.7117 #ral nal composite score. Put simply, grok-4-fast delivered
0.7702. On Reddit, these models went in a very differe88.3% of Claude Sonnet's performance at 6.1% of the cost.
direction from the rest of the group. Grok-4-fast showed a GPT-5.4-nano also performed well on this dimension,
similar but less severe drop {fqit = 0:4758 versus 0.7238 achieving a nal score of 0.7592 (4th overall) at only $0.484
to 0.8012 on structured sources). per 1,000 records, for a cost ef ciency of 1.5676. It outranked
four more expensive models in the nal standings.

E. Cost and Cost Ef ciency Fig. 13 shows the cost-performance scatter plot.

Table Xl shows actual costs from the benchmark runs and
the cost ef ciency score for each model.

TABLE XII
CoOST AND COST EFFICIENCY BY MODEL

Model Total Cost $/l1k rec. Final S Efciency E
grok-4-fast $4.79 0.399 0.7450 1.8674
gpt-5.4-nano $5.71 0.484 0.7592 1.5676
deepseek-v3 $13.95 1.163 0.7489 0.6440
llama-3.3-70b $12.63 1.053 0.7070 0.6716
gemini-3.1- ash-lite $11.03 1.198 0.7447 0.6218
kimi-k2 $14.02 1.196 0.7107 0.5943
mixtral-8x7b $16.98 1.413 0.7006 0.4958
gpt-5.4-mini $18.11 1.612 0.7690 0.4772
claude-haiku-4-5 $28.98 2.415 0.7983 0.3306
claude-sonnet-4-6 $78.69 6.556 0.7732 0.1179

The cost efciency results in Table XII show the IargesI=ig 13. Cost per 1,000 records versus nal composite score. Models in the

spread of any metric in this study. Grok-4-fast achieved t"t’(ﬂ)'-left quadrant offer the best value. Grok-4-fast and GPT-5.4-nano represent
best cost ef ciency (E = 1:8674) at a total cost of just $4.73he strongest cost-ef ciency positions in this study.

for 12,000 records. Claude Sonnet 4.6 achieved the worst cost
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F. Score Breakdown and Composite Analysis H. Agreement Heatmap

Fig. 14 shows how each model's nal score splits between Fig. 15 shows the pairwise inter-model agreement heatmap.
its F1 contribution (f; 0:60) and agreement contribution
(Ai 0240).

Fig. 14. F1 accuracy versus inter-model agreement for each model side by
side. The inversion is clearest for GPT-5.4-mini (highest agreement, 7th on
F1) and Mixtral 8x7B (2nd highest agreement, lowest F1).

The score breakdown makes the Fl-agreement inversion
easy to see. Claude Sonnet 4.6's F1 contribution of 0.4976
(0:8293 0:60) is the highest of any model, but its agreementig 15, pairwise inter-model agreement heatmap. Darker cells mean higher
contribution of 0.2756 (0:6891 0:40) is one of the lowest,cosine similarity between model outputs. Models are grouped by provider
giving it a combined score of 0.7732 and a rank of secon#ith thick borders.
GPT-5.4-mini works the opposite way: its F1 contribution
of 0.4185 (0:6976 0:60) is moderatg, but i.ts agreement 3n performance Surface
contribution of 0.3505 (0:8762 0:40) is the highest of any

model, combining to a nal score of 0.7690. Fig. 16 maps F1 scores across both the model dimension

and the source dimension at the same time.

G. Pain Point Extraction Statistics

Table XIlI shows how many pain points each model ex-
tracted on average per record across the full 12,000-record
dataset, and what share of records returned zero, one, or two
pain points.

Table XIIl shows a clear link between how aggressively a
model extracts and how it performs on the precision-recall
tradeoff. Mixtral-8x7b and gpt-5.4-mini extracted the most
pain points per record (1.7243 and 1.7223) and also had
the two lowest precision scores (0.5087 and 0.5955). These
models are essentially extracting at the maximum allowed
output regardless of whether the content actually supports it.
Claude Sonnet 4.6, the most conservative model at 1.1354 per
record with 23.5% of records returning nothing, achieved the
highest precision (0.9115). Being selective worked, but at the
cost of missing more pain points.

The ui-ux domain tag was the most common label across
seven of the ten models, which lines up with how prevalent
interface and usability complaints are in software feedback
[21], [32]. Llama-3.3-70b and mixtral-8x7b were the only

. . . “Fig. 16. 3D surface of F1 scores across all ten models (x-axis) and four
models that assigned performance as their top domain, gata sources (y-axis). The Reddit drop is visible across the full width of the

suggesting their domain classi cation behavior is somewhatrface, con rming the pattern holds for every model tested.
different from the rest of the group.
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